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Abstract   
Lookalike audience expansion extrapolates from seed 

users to larger targetable segments but risks privacy 

leakage through high-dimensional behavioral profiles. 

We present a federated representation learning 

framework in which local encoders map user histories to 

low-dimensional embeddings updated via secure 

aggregation, with Gaussian noise enforcing user-level 

differential privacy. A Bayesian matching model then 

selects expansion candidates using only embeddings and 

coarse metadata. Experiments on a real social platform 

dataset show that our approach achieves near-parity on 

downstream campaign lift while reducing re-

identification risk, enabling compliant audience 

expansion. 
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